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1 Introduction 

The purpose of this document is to provide a guideline for deploying SAS 9.4 Grid technologies on 

Azure using the Lustre parallel clustered filesystem in a cost effective, performant and scalable 

manner. 

The SAS 9.4 Solution encompasses many other components which will not be in covered in this 

document as they are outlined prescriptively in a document written by Margaret Crevar of the SAS 

Institute Inc., Cary, NC - “Important Performance Considerations When moving SAS to a Public Cloud” 

the choice of filesystem are many, however the Lustre Filesystem meets the IO Requirements and 

Scale necessary for the solution requirements that that this paper is based upon. 

2 Overview 

Hyperscale cloud technologies have become a common platform for modernization and lift-and-shift 

of On-Premise customer(s) due to cost efficiencies, scalability and resiliency, Complex workloads like 

SAS have very particular workload characteristics and requirements that need to be understood and 

rationalized prior to deciding whether to move to the cloud or not, the maturity of compute and 

storage however has made this easier than in the past, allowing for Microsoft Azure to become a 

consideration for hosting such demanding workloads. 

3 Deployment Considerations 

 SAS Requirements  

Due to SAS having very specific workload characteristics, a clustered shared filesystem for the grid 

manager is required. SAS specifies a minimum of 8GB RAM per physical core as well as 150MBps Core 

IO throughput. 

The test and throughput requirements have been documented by SAS comprehensively and can be 

found in the reference section of the whitepaper. 

The recommendation from SAS for Azure Virtual Machine SKUs to be used for the grid environment 

currently are GS and ESv3-v4 series machines which may change subject to changes within the Azure 

VM SKUs capabilities. 

file:///D:/•%09https:/www.sas.com/content/dam/SAS/support/en/sas-global-forum-proceedings/2020/4312-2020.pdf
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SAS has recommended for the persistent clustered shared storage technology for grid manager to use 

the Lustre Filesystem when using public cloud. Currently Azure marketplace offerings include 

WhamCloud or the Lustre GPL version.  

NFS shared storage has also been tested and works well with read heavy workloads however does not 

support the IO bandwidth capabilities that Lustre can provide and in environments with write heavy 

workloads may suffer performance degradation due to the metadata management within the 

filesystem. 

 Cost Optimization 

Deploying a large-scale enterprise grid environment with a parallel clustered filesystem using high 

performance disks within the public cloud can prove to be uneconomical, the design thinking and 

positioning of this paper as well as the testing and deployment was to provide the best price vs 

performance point. The decision was made to utilize the smallest virtual machines as well as use 

standard HDD disks whilst still meeting the SAS requirements for a performant grid environment. 

 Scalability 

To meet the performance requirements and provide a flexible grid and shared storage environment 

we decided to use a scale-out approach for both the grid servers and the Lustre filesystem allowing 

for compute, networking and storage to be able to grow as the requirements changed. 

In order to achieve this, we deployed Lustre GPL version as Infrastructure as a Service which is built to 

scale storage and throughput as you add virtual machines, disks and Object Storage Targets (OSTs)  

4 Lustre Concepts 

Shared storage solutions are systems that allows common data to be accessed simultaneously by 

multiple servers (or virtual machines). Shared storage solutions may include features such as, high 

availability, high throughput, redundancy, and scale.  

Within the SAS Grid environment, high data throughput is essential to allow applications to process 

the data in a timely fashion. The throughput required by SAS is 150 MB/s per client connected core. 

Lustre is a parallel distributed file system used in large scale, high performance computing 

environments. The system is made up of a collection of clustered servers, from which its name is 

derived. I.e. Linux Cluster. 

The typical architecture of a Lustre system is made up of the following components. 

https://wiki.whamcloud.com/display/PUB/Cloud+Edition+for+Lustre+on+Azure
https://lustre.org/development/
https://blogs.sas.com/content/sgf/2015/01/07/when-to-use-nfs-with-sas/
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• Management Server (MGS) 

• Metadata Server (MDS) 

• Object Storage Servers (OSS): Where the data is stored. 

• Clients (or Grid Servers): Where the data is accessed from. 

• Lustre Network (LNET) 

 

MGS and MDS servers are typically merged into one server. 

This is illustrated in Figure 1 below, which was taken from the Lustre operations manual.  Figure 2 

below shows an example of how the Lustre System Architecture would be typically deployed in Azure. 

 

 

 

 

 

 

 

 

 

Figure 1 - Typical Lustre System Architecture 

 

 

 

 

 

 

 

 

 

Figure 2 - Example Deployment in Azure 

https://lustre.org/documentation/
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5 SAS Test Workload 

In order to determine that the Lustre environment was meeting the SAS IO recommendations the dd 

command was used to perform sequential IO read and write tests and output the measurements per 

physical core, the test assumes that two virtual cores equate to one physical core. 

The file sizes during the test where configured at 128GB, this was to ensure that the disk read and 

write performance was not skewed by caching allowing the tests to provide un-cached disk MBps 

Read\Write performance. 

 Grid Configuration 

Multiple virtual machine sizes where used to determine the best performance profile based on 

different configurations highlighted below, the grid nodes may also be referred to interchangeably as 

Lustre clients. The outcome of the performance tests highlighted the best SKU size for the clients and 

can easily be scaled out to add more throughput to the OST environment.  

In order the maintain the 150MBps per core throughput we keep the pCore count at 2 as this 

decreases the core IO throughput as you increase the core count; rather scaling the grid out to 

achieve the required throughput than increasing the actual core count of the virtual machine,  

Note: As the grid is scaled, consideration should be given to increase the Lustre OSS SKU which will 

increase the core, memory and network throughput of the Lustre OSTs. 

The performance data is outlined in Section 7. 

The testing was performed on RHEL 7.7 using Lustre client 2.12.5.  Tables 1 and 2 (on the following 

page) provide all the testing iteration data for review. 

Note: Later versions of the client caused segmentation faults within the TKGrid and LSF process and 

we were required to rollback to major release version 2.12.5. 

 

 

 

 

 

https://support.sas.com/kb/59/680.html
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Table 1: Test Iterations: RHEL 7.7 using Lustre client 2.12.5 

 

 Lustre Configuration 

The Lustre configuration was created based on a storage footprint of 380TB using E16-8s virtual 

machines and two S60 disks which are HDD based with a size of 8TB each . 

The SASDATA folders where set to default for the striping setup which is none with a block size of 

1MB, as well as tested with a stripe count of 8 and a block size of 4MB. 

Example syntax: > lfs setstripe -c 8 -s 4m /mnt/sasdata 

Striping is an important consideration to increasing performance of the Lustre file system as this 

allows data to be striped across multiple OSTs in a round-robin manner. This can prevent OST hot 

spotting with many clients accessing a file written to only one OST and increases concurrency when 

accessing larger files. There are caveats however as smaller files can increase compute and network 

overhead when striped across multiple OSTs due to this it is important to understand the data sizes of 

your SAS datasets when performing this activity and where necessary segregate the smaller files and 

large files into separate directories with differing stripe configurations.   

The VM throttle limits based on SKU size is discussed in depth in section 4.4.  

 

Lustre SKU Instance Count vCore pCore Memory Disk Network 

E16-4s 8 4 2 64GB 
1 X P6 64GB Premium Disk 

(OS) 
8000Mb/s 

E8-4s 8 4 2 64GB 
1 X P6 64GB Premium Disk 

(OS) 
4000Mb/s 

Type SKU Count vCore pCore Memory Disk Network 

MGT / MDS E32s 1 32 16 256GB 
1 X P6 64GB Premium SSD (OS) 

1 X P30 1TB SDD (OST) 
16000Mb/s 

OSS E16-8s 24 8 4 128GB 
1 X P6 64GB Premium SSD (OS) 

2 X S60 8TB HDD (OST) 
8000Mb/s 

https://docs.microsoft.com/en-us/azure/virtual-machines/disks-types
file:///D:/•%09https:/www.nics.tennessee.edu/computing-resources/file-systems/lustre-striping-guide


 

  Page 10 

 

 Azure VM Compute Sizing and Limits 

In order to be able to provide balanced throughput whilst scaling out the grid environment is 

important to understand that Azure virtual machines SKUs have differing throughput limits which 

directly impact the performance of the environment at a client and storage level. 

The below diagram depicts the dataflow between the Lustre client and the OSS Nodes and where the 

bottlenecks may occur, this helps in the decisioning process during the configuration as the client is 

memory and network dependent whilst the OSS and MGS\MDS are network and storage dependent. 

Figure 3 - Dataflow between Lustre client and OSS 

 

The E-Series virtual machines used are memory optimized virtual machines providing the best 

memory to core ratios with the Azure SKU choices which can be reviewed here. 

The SKU was chosen across all the compute and storage elements to further reduce costs by 

implementing azure reservations across for the solution. 

https://docs.microsoft.com/en-us/azure/virtual-machines/sizes-memory?toc=/azure/virtual-machines/linux/toc.json&bc=/azure/virtual-machines/linux/breadcrumb/toc.json
https://docs.microsoft.com/en-us/azure/cost-management-billing/reservations/save-compute-costs-reservations
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 E Series SKU Limits  

 

Table 2 - E-Series VM Throughput Limits 

Azure constrained virtual machines are integral to achieving the performance for the grid 

deployment as they allow for the virtual machine to use lesser cores while increasing the VM memory 

footprint and the network and disk throughput thus allowing for higher IO per core bandwidth. 

This is important as the Lustre client is memory and network dependent, to achieve the core IO 

requirements the gird configuration SKUs where constrained allowing for each grid node to achieve a 

maximum of 250MBps per Core (E8-4s) and 500MBps per Core (E16-4s) respectively provided the OSS 

can write and read as the same speed. 

Note: The OSS nodes are not constrained only Grid node 

 Lustre Client Throughput per VM  

 

𝑀𝑎𝑥 𝑉𝑀 𝑁𝑒𝑡𝑤𝑜𝑟𝑘 𝑇ℎ𝑟𝑜𝑢𝑔ℎ𝑝𝑢𝑡

𝑝𝐶𝑜𝑟𝑒𝑠
= 𝐶𝑙𝑖𝑒𝑛𝑡 𝑇ℎ𝑟𝑜𝑢𝑔ℎ𝑝𝑢𝑡 

 

E8-4s: 

 

500𝑀𝐵𝑠 (𝑀𝑎𝑥 𝑉𝑀 𝑁𝑒𝑡𝑤𝑜𝑟𝑘 𝑇ℎ𝑟𝑜𝑢𝑔ℎ𝑝𝑢𝑡

2 (𝑃ℎ𝑦𝑠𝑖𝑐𝑎𝑙 𝐶𝑜𝑟𝑒 𝑆𝑖𝑧𝑒)
= 250𝑀𝐵𝑝𝑠 (𝐶𝑙𝑖𝑒𝑛𝑡 𝑇ℎ𝑟𝑜𝑢𝑔ℎ𝑝𝑢𝑡) 

 

E16-4s: 

 

Size vCPU 
Memory: 

GiB 

Max data 

disks 

Max cached throughput: 

IOPS / MBps 

(in GB) 

Max uncached disk 

throughput: IOPS / 

MBps (in GB) 

Max NICs/Expected 

Network bandwidth 

(Mbps) 

Standard_E2s_v4 2 16 4 19000/120 (50) 3200/48 2/1000 

Standard_E4s_v4 4 32 8 38500/242 (100) 6400/96 2/2000 

Standard_E8s_v4 8 64 16 77000/485 (200) 12800/192 4/4000 

Standard_E16s_v4 16 128 32 154000/968 (400) 25600/384 8/8000 

Standard_E20s_v4 20 160 32 193000/1211 (500) 32000/480 8/10000 

Standard_E32s_v4 32 256 32 308000/1936 (800) 51200/768 8/16000 

Standard_E48s_v4 48 384 32 462000/2904 (1200) 76800/1152 8/24000 

Standard_E64s_v4 1 64 504 32 615000/3872 (1600) 80000/1200 8/30000 

https://docs.microsoft.com/en-us/azure/virtual-machines/linux/constrained-vcpu
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1GBs (Max VM Network Throughput)

2 (Physical Core Size)
= 500MBps (Client Throughput) 

 

Total Client Node Configuration example: 

The below total throughput takes the above calculations and applies them to the current test bed 

configurations we have positioned based on the E Series SKU limits, illustrating what the theoretical 

limits would be without any testing. 

 

E8-4s Client X 8 Nodes = 4GBps Aggregated Grid Throughput  

E8-16s Client X 8 Nodes =8GBps Aggregated Grid Throughput  

 

 Lustre OSS Throughput per VM 

VM Limit Imposed: 

Lustre OSS Throughput per VM = Max VM IO Throughput 

If: Max VM IO Throughput > Max Disk IO Throughput 

 

Disk Limit Imposed: 

Lustre OSS Throughput per VM = Max Disk IO Throughput 

If: Max VM IO Throughput < Max Disk IO Throughput 

 

E16-4s = 384MBps    S60 Disk = 300MBps X 2 (600MBps) 

Max VM IO Throughput(384MBps) > Max Disk IO Throughput(600MBps)  

Max VM IO Throughput(384MBps) < Max Disk IO Throughput(600MBps) VM Limit Imposed 

Table 3 - Limits Imposed on Configuration 

As shown above the limiting factor is the VM IO throughput therefore OSS expected bandwidth is 

384MBps as each OST has a disk throttle limit of 300MBps achieving an overall maximum of 600MBps, 

Scaling the VM SKU will allow for higher throughput if required. 

Total OSS Node Configuration example: 

The below total throughput takes the above calculations and applies them to the current test bed 

configurations we have positioned based on the E Series SKU limits, illustrating what the theoretical 

limits would be without any testing. 

E16-8s OSS X 24 Nodes = 9,2GBps Aggregated OSS Throughput 
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 Scaling Scenarios  

To achieve the desired IO throughput as the SAS datasets, grow within the environment and the 

demands placed on the Lustre solution whilst achieving an acceptable price-performance point, the 

below illustrations highlight the potential throughput ratings that can be achieved by scaling out the 

grid nodes and scaling up the OSS servers incrementally. In addition, increasing the number of OSTs 

per OSS (requires a rebalance of Lustre) to align the Disk and VM throttle limit for the Azure VM SKU 

currently being benchmarked. 

The below scenario increases the grid compute node from 8 to 16 increasing the network and core IO 

throughput. The OSS virtual machines where scaled to E32-8s and E64-8s which allows for a VM 

throttle limit of 768MBps & 1200MBps respectively, below illustrates the expected throughputs for the 

environment. 

 Total Lustre Client Scale-Out Throughput (Theoretical) 

E8-4s Client X 16 Nodes = 8GBps Aggregated Grid Throughput  

E8-16s Client X 16 Nodes = 16GBps Aggregated Grid Throughput  

 Total Lustre OSS Scale-Up Throughput (Theoretical) 

E32-8s OSS X 24 Nodes = 14GBps Aggregated OSS Throughput 

E64-8s OSS X 24 Nodes = 28GBps Aggregated OSS Throughput 
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6 Azure Resource Configuration 

 Resource Groups 

A container that holds related resources for an Azure solution. The resource group includes those 

resources that you want to manage as a group.  

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4 - Resource Grouping for Logical Segregation 

 

SAS Compute and Lustre reside in separate resource groups to allow for logical segregation of the 

different resources separating the SAS layer from the storage layer for ease of administration, tagging 

and billing within the Azure environment.  

 Virtual Networks 

Azure Virtual Networks (VNet) are the fundamental building block for your private network in Azure. 

Virtual networks enable Azure resources to securely communicate with each other, the internet, and 

on-premises networks.  

To segregate the LNET (Lustre Networking) and SAS traffic, separate subnets within the Virtual 

Network were created for the various SAS and Lustre components.  

https://docs.microsoft.com/en-us/azure/azure-resource-manager/management/manage-resource-groups-portal
https://docs.microsoft.com/en-us/azure/virtual-network/virtual-networks-overview
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 Network Security Groups 

Alongside the deployment of the VNETs for the SAS, Lustre components Network Security groups 

where implemented to filter network traffic to and from the Azure resources in the Azure virtual 

network. A network security group contains security rules that allow or deny inbound network traffic 

to, or outbound network traffic from, several types of Azure resources. For each rule, you can specify 

source and destination, port, and protocols. 

 Network Rules Implemented 

 

 

 SAS Subnet 

Inbound 

Source: On-premises Subnet | Source Port * | Destination: ANY | Destination Port * | Protocol: TCP   

Outbound 

Source: ANY | Source Port * | Destination: On-Premises Subnet | Destination Port * | Protocol: TCP 

Source: ANY | Source Port * | Destination: Lustre VNET | Destination Port: 998,80,443 | Protocol: TCP 

Lustre Subnet 

Inbound 

Source: SASVNET | Source Port * | Destination: ANY | Destination Port: 998|80|443 Protocol: TCP 

Outbound 

Source: On-premises Subnet | Source Port * | Destination: JumpBox Destination Port: 22 | Protocol: TCP 

 

Table 4 - Specified Network Rules 

 

 

 

https://docs.microsoft.com/en-us/azure/virtual-network/network-security-groups-overview
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 Proximity Groups 

Proximity placement groups improve the overall application performance by reducing the network 

latency between virtual machines. Due to the low latency requirements between the Lustre Client and 

OSS nodes; creating a proximity group between the availability sets was implemented. Proximity 

groups can only be created within a single VNET however you can deploy across multiple resource 

groups and availability sets. 

The below illustrations depict the Azure deployment for SAS and Lustre within the respective 

configuration. 

 

Figure 5 - Azure deployment for SAS and Lustre 

https://docs.microsoft.com/en-us/azure/virtual-machines/linux/manage-availability#:~:text=Availability%20sets%20are%20another%20datacenter,meets%20the%2099.95%25%20Azure%20SLA.
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 Encryption 

Encryption in Azure helps you protect your data, implement enterprise security policies, and meet 

regulatory compliance requirements.  

Azure supports encryption of data both at rest and in transit. In order to meet regulatory standards 

and compliance we implemented encryption at rest for the Lustre environment and the SAS compute 

nodes used certificate-based encryption for the traffic between the App and Mid-Tier environments. 

 Encryption at Rest 

Azure Storage Service Encryption (SSE) can automatically encrypt data before it is stored, and it 

automatically decrypts the data when you retrieve it. The process is completely transparent to users. 

Storage Service Encryption uses 256-bit Advanced Encryption Standard (AES) encryption, which is one 

of the strongest block ciphers available. AES handles encryption, decryption, and key management 

transparently. 

For virtual machines (VMs), Azure lets you encrypt virtual hard disks (VHDs) by using Azure Disk 

Encryption. This encryption uses dm-crypt for Linux. 

Unfortunately ADE doesn’t support encryption of clustered file systems due to the shared nature of 

the data across multiple independent virtual machines, in order to secure the Lustre OST environment 

the BYOK for SSE option was implemented. 

7 Grid Performance \ Lustre Performance 

 Benchmark Configuration 

 Lustre Management and Metadata Server 

A single VM was used as the Management Service (MGS) and Metadata Service (MDS).  The 

benchmark is testing the bandwidth for Lustre and therefore the configuration here is of less concern.  

A Standard_E32s_v3 was used with a 1TB premium disk for the Metadata Target (MDT) storage.  This 

was not shown as a bottleneck in any of the tests and so no optimizations were applied here. 

 Lustre Storage Servers 

The Lustre storage comprises of 24 Object Storage Servers (OSS).  The limits that will affect the 

performance are as follows: 

https://docs.microsoft.com/en-us/azure/storage/common/storage-encryption-keys-portal
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Standard_E16s_v3 VM 

o 1000MB/s expected network throughput 

o 384MB/s uncached bandwidth to storage 

 

2x S60 Standard HDD Managed Disks 

o Up to 300 MB/s throughput per disk (total of 600 MB/s)  

 

The bottleneck here is the bandwidth to storage and, assuming the data is not cached, we would 

expect peak performance to be 9216MB/s from the Lustre filesystem. 

 Lustre Client VMs 

The Ev3 series of VMs were used as clients.  The limit which effects the throughput is just the network 

performance in this case.   The expected network bandwidth is 125MB/s for each real core in this 

series (where a real core is two vCPUs).  This is not enough to meet the requirement from SAS for 

150MB/s per core and so a constrained version of the VM has been tested.  Here are the SKUs that 

have been tested: 

 

SKU Cores Bandwidth per core Total memory 

Standard_E8s_v3 4 125MB/s 64GB 

Standard_E16-8s_v3 4 250MB/s 128GB 

Standard_E8-4s_v3 2 250MB/s 64GB 

Standard_E16-4s_v3 2 500MB/s 128GB 

Table 5 - VM Bandwidth Summary 

 

The total memory for the VM is shown in the table above as this determines the file size for each core 

to write and read by the script.  This is mentioned as it can be seen in the results where the tests using 

less memory can exceed the expected read as the files are assumed to be cached on the Lustre OSS 

VMs. 

 Lustre Striping 

For the SAS applications there are relatively few processes writing with a high bandwidth requirement.  

The two disks in each OSS are set up as separate Object Storage Targets (OSTs) and to be certain the 

data being written is balanced across all the OSS (and OSTs) the Lustre is configured with a stripe 

https://docs.microsoft.com/en-us/azure/virtual-machines/ev3-esv3-series?toc=/azure/virtual-machines/linux/toc.json&bc=/azure/virtual-machines/linux/breadcrumb/toc.json#esv3-series
https://azure.microsoft.com/en-gb/pricing/details/managed-disks/
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count of 8.  Without any striping a single write would be limited by a single OST bandwidth (300MB/s).  

No optimization was run on the stripe count (or the stripe size which is set at 4M) because the 

benchmark results were as expected. 

 Automation and Testing 

All testing was run using azurehpc which is an Open Source project aimed at simplifying deployment 

for HPC environments in Azure.  A single JSON file is used to define the infrastructure and bash scripts 

for installing the VMs.  All configuration and script files are now available in the azurehpc repository. 

The SAS benchmark script, “rhel_iotest.sh”, was used to test the throughput for the Lustre.  The results 

shown in this document are from concurrent runs of the rhel_iotest.sh script across multiple clients.  

For this to work the rhel_iotest.sh was patched to include the hostname in the output file. 

On the following page, you will find the steps to run the benchmarks for the results in this document. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

https://github.com/Azure/azurehpc
https://github.com/Azure/azurehpc/tree/master/experimental/sas_lustre_benchmark
https://support.sas.com/kb/59/680.html
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Benchmarking Steps 
 

 

# clone the azurehpc repo 

git clone https://github.com/Azure/azurehpc.git 

 

# set up the azurehpc environment 

source azurehpc/install.sh 

 

# run the benchmarks 

cd azurehpc/experiment/sas_lustre_benchmark 

# download the rhel_iotest.sh script from SAS website and 

# patch to support running concurrently on multiple hosts. 

./get_rhel_iotest.sh 

 

# run 2 cores per VM tests 

./param_sweep.sh \ 

    $USER \ 

    24 \ 

    Standard_E16s_v3 \ 

    "8 16 24" \ 

    "Standard_E8-4s_v3 Standard_E16-4s_v3" 

 

# run 4 cores per VM tests 

./param_sweep.sh \ 

    $USER \ 

    24 \ 

    Standard_E16s_v3 \ 

    "4 8 12 16" \ 

    "Standard_E8s_v3 Standard_E16-8s_v3" 

 

# process 2 cores per VM tests 

./process_sweep.sh \ 

    $USER \ 

    24 \ 

    Standard_E16s_v3 \ 

    "8 16 24" \ 

    "Standard_E8-4s_v3 Standard_E16-4s_v3" 

 

# process 4 cores per VM tests 

./param_sweep.sh \ 

    $USER \ 

    24 \ 

    Standard_E16s_v3 \ 

    "4 8 12 16" \ 

    "Standard_E8s_v3 Standard_E16-8s_v3" 
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 Results 

The results are shown with graphs below alongside the target bandwidth, the limits for the Lustre 

filesystem and the limits from the available client bandwidth. 

 

 

Figure 6 - Performance Metrics: 2 Processors per VM 

 

 

Figure 7 - Performance Metrics: 4 Processors per VM 

 

The results can be explained with the Lustre and client side in all cases except for the read results.  The 

cases where the read performance exceed the client bandwidth can be explained as “ingress is not 

metered or limited directly” with VMs on Azure. The cases where the read performance also exceeds 

https://docs.microsoft.com/en-us/azure/virtual-network/virtual-machine-network-throughput
https://docs.microsoft.com/en-us/azure/virtual-network/virtual-machine-network-throughput
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the peak Lustre bandwidth is assumed to be caching on the Lustre OSS VMs.  The benchmark script 

creates files equal to the size of the VM memory to avoid any local caching but the total storage for 

the E8 tests only exceed the combined total OSS memory in the test with 16 instances of E8s_v3. 

8 Concluding Summary 

The aim of this document was to provide a guideline to deploy SAS 9.4 Grid technologies on Azure 

making use of the Lustre parallel clustered file system in a cost effective, performant and scalable 

manner. This document focused on the Lustre file system and not the SAS components.  

 Requirements  

The requirements for this study are threefold. They are: 

1. SAS performance: 8GB RAM per physical core as well as 150MBps data throughput per 

client connected core.  

2. Cost optimization: Utilize the smallest virtual machines as well as use standard HDD disks 

whilst still meeting the SAS performance. 

3. Scalability: Scale out of SAS Grid Servers and Lustre filesystem as requirements change. 

  System Configuration and Test Method 

The system can be broken into two primary components. The Lustre servers and the SAS grid servers 

(clients). Their configuration can be summarized as follows: 

 Lustre Servers (version 2.13): 

VM Types:  MGS Server: E32s, 1 X P6 64GB Premium SSD (OS), 1 X P30 1TB SDD (OST)  

OSS Server: E16-8s, 1 X P6 64GB Premium SSD (OS), 2 X S60 8TB HDD (OST) 

OS:  RHEL 7.7  

Encryption: Encryption at rest using Azure Storage Service Encryption (SSE) and in transit.  

Network: Proximity Groups for low latency and network ports required 998, 443, 80, 22 

Striping: Stripe count of 8 and a block size of 4MB 

 SAS Grid servers: 

SKUs tested: E16-4s, E16-8s, E8-4s, E8s 
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OS:   RHEL 7.7 using Lustre client 2.12.5  

Encryption: Certificate based encryption for traffic between the App and Mid-Tier environments 

Network:  Proximity Groups for low latency and network ports required 998, 443, 80, 22 

 Throughput Tests: 

To test the throughput performance between the SAS Grid servers and the Lustre file system, the SAS 

benchmark script rhel_iotest.sh was used. This was run on all SAS Grid servers simultaneously. The dd 

based read write test files were each 128GB. 

 Results 

The test results showed that the E8 VMs performs well under read intensive workloads. The E16 VMs 

performed well under both read and write workloads. The E8-4s and E16-4s tests all exceeded the 

required throughput of 150MB/s per client connected core. This was tested from 8 to 24 VM instances 

(2 cores in each instance) concurrently reading and writing to the Lustre files system. With 24 

instances, the throughput for E8-4s was 353MB/s read and 179MB/s write. The throughput for the 

E16-4s was 175MB/s read, write 174MB/s. 

The E8s and E16-8s did not meet the required throughput on all tests, although the E16-8s only failed 

on the last test. They were tested from 4 to 16 client instances (4 cores in each instance) concurrently 

reading and writing to the Lustre files system. With 16 instances, the throughput for E8s was 167MB/s 

read and 121MB/s write. The throughput for the E16-8s was 128MB/s read and 140MB/s write. 

This study showed that the SAS throughput requirements can be met with cost effective VM’s making 

use of standard HDD drives. The system can also be scaled with changing requirements. 

 Getting Started  

This document goes a long way to show the decision process required to architect a Lustre file system 

for SAS on Azure. The next steps would be to setup a test facilities for yourself using the scripts that 

can be found  here.  

 

 

 

 

https://github.com/Azure/azurehpc

